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NVIDIA TESLA V100 GPU  

 10  CUDA GPU NVIDIA® GPU 

 GPU 

NVIDIA GPU  (HPC)

NVIDIA GPU  (AI)  

NVIDIA GPU 

 

 NVIDIA® Tesla® V100  1  Volta  GV100 GPU

GV100  Pascal  GP100 GPU 

 HPC

 

 Tesla V100  Volta GV100 GPU  

 

 1.  Volta GV100 GPU  NVIDIA Tesla V100 SXM2 
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TESLA V100 AI  HPC  

NVIDIA Tesla V100 

 HPC  

GV100 GPU  211  815 mm2  NVIDIA  

TSMC 12 nm FFN (FinFET NVIDIA)  Pascal GPU

GV100  GPU 

GV100  GPU GV100 

 

 

 Tesla V100  

  (SM)  

Volta GPU  SM  Volta SM 

 Pascal  50%  FP32  FP64 

 Tensor  12  TFLOPS 

 6  TFLOPS Volta 

SM Volta 

 L1 
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  NVIDIA NVLink™ 

 NVIDIA NVLink  GPU  

GPU/CPU Volta GV100  NVLink  300 

GB/s  GP100  NVLink  160 GB/s IBM Power 9 CPU 

 NVLink  CPU  V100  NVIDIA DGX-1 AI 

 NVLink  

 HBM2  

Volta  16 GB HBM2  900 GB/s 

 Samsung HBM2  Volta  Pascal GP100 

 1.5  95%  

 Volta  

Volta  (MPS)  Volta GV100  CUDA MPS 

 GPU 

 (QoS) Volta MPS  MPS  3  Pascal  

16  Volta  48  

  

GV100 

 IBM Power 

 (ATS)  GPU  CPU  

  

Tesla V100  300 W  TDP

 Tesla V100 

 GPU  

  API 

 CUDA 9 

 Kepler 

 NVIDIA GPU Pascal  Volta  API 

 CUDA Volta  
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  Volta  

Caffe2 MXNet CNTK TensorFlow  

Volta Volta  GPU 

 cuDNN cuBLAS  TensorRT  Volta GV100 

 (HPC) NVIDIA CUDA  9.0 

 API  Volta  

 2  Tesla V100  

 

 2. Tesla V100  
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 AI  HPC  

Tesla V100  3  Tesla V100 

 Tensor  

 7.8 TFLOPS1  (FP64)  

 15.7 TFLOPS1  (FP32)  

 125 Tensor TFLOPS1 

 

 3.   Tensor  Tesla V100  

                                                            
1 基于 GPU 加速时钟. 
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NVIDIA GPU  

 

 GPU  GPU GPU 

NVIDIA Pascal GPU 

 CPU  NVIDIA Tesla V100 GPU 

 NVLink  GPU 

 

 GPU NVIDIA GPU 

 AI

 

 

 AI 

 (DNN)

 45  C  



NVIDIA GPU   
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AlexNet  2012  ImageNet  

(CNN) 650,000  

 ResNet-152  150 

 

GPU  

NVIDIA GPU 

 CPU 

 GPU  CPU GPU 

 

GPU 

TFLOPS GPU 

 

Volta 
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 GV100 GPU  

NVIDIA Tesla V100  Volta GV100 GPU

 HPC GV100 

 

 Pascal GP100 GPU GV100 GPU  GPU  (GPC)  

(TPC)  (SM)  GV100 GPU  

 6  GPC 

 GPC  

● 7  TPC  SM  

● 14  SM 

 84  Volta SM 

 SM  

● 64  FP32  

● 64  INT32  

● 32  FP64  

● 8  Tensor  

● 4  

 8  512  4096  

 84  SM  GV100 GPU  5376  FP32 5376  INT32 2688 

 FP64 672  Tensor  336  HBM2 DRAM 

 GV100 GPU  6144 KB  L2  4  84  SM 
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 GV100 GPU  GV100 Tesla V100  80  

SM  1  NVIDIA Tesla GPU  

 

 4.  84  SM  Volta GV100 GPU 
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 1. NVIDIA Tesla  GPU  

Tesla  Tesla K40 Tesla M40 Tesla P100 
Tesla V100 

GPU GK180 (Kepler) GM200 (Maxwell) GP100 (Pascal) GV100 (Volta) 

SM  15 24 56 80 

TPC  15 24 28 40 

FP32 /SM 192 128 64 64 

FP32 /GPU 2880 3072 3584 5120 

FP64 /SM 64 4 32 32 

FP64 /GPU 960 96 1792 2560 

Tensor /SM NA NA NA 8 

Tensor /GPU NA NA NA 640 

GPU  810/875 MHz 1114 MHz 1480 MHz 1530 MHz 

FP32 TFLOPS 1 5 6.8 10.6 15.7 

FP64 TFLOPS 1 1.7 0.21 5.3 7.8 

Tensor TFLOPS 1 NA NA NA 125 

 240 192 224 320 

 384  GDDR5 384  GDDR5 4096  HBM2 4096  HBM2 

  12 GB  24 GB 16 GB 16 GB 

L2  1536 KB 3072 KB 4096 KB 6144 KB 

/SM 16 KB/32 KB/48 
KB 

96 KB 64 KB  96 

KB 

/SM 256 KB 256 KB 256 KB 256KB 

/GPU 

3840 KB 6144 KB 14336 KB 20480 KB 

TDP  235 W 250 W 300 W 300 W 

 71  80  153  211  

GPU  551 mm  601 mm  610 mm  815 mm  

 28 nm 28 nm 16 nm FinFET+ 12 nm FFN 

1 TFLOPS  GPU   
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NVIDIA GPU Tesla V100 

 Tesla V100 

 

Tesla V100  300 W  (TDP)  

 

 Tesla V100 V100 

/ /

 50%  60%  TDP  GPU  75%  85% 

 GPU 

 

 NVIDIA-SMI  

NVML  C  API Tesla OEM 

 GPU 

 Tesla V100  

300 W TDP

 GPU  
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VOLTA  

Volta  (SM)  

 

  Tensor  GP100

 12 TFLOPS 

  50% 

 L1  

  SIMT  SIMT  SIMD  

 Pascal GP100 GV100  SM  64  FP32  32  FP64 

GV100 SM  SM GP100 SM 

 32  FP32 16  FP64 

 128 KB GV100 SM  16 

 FP32 8  FP64 16  INT32 

 Tensor  L0  64 KB 

 L0 NVIDIA GPU

 5  Volta SM  

 GV100 SM  Pascal GP100 SM  GV100 GPU  

SM  GPU GV100 

 

 L1  Volta SM  96 Kb  GP100  

64 KB  
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 5. Volta GV100  (SM) 



 GV100 GPU  
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Tensor  

 NVIDIA Maxwell  Kepler Tesla P100 

 

 Tensor  Volta GV100 GPU  

Tesla V100 GPU  640  Tensor  SM  8 SM 

 2  Volta GV100  Tensor  64  FMA  SM 

 8  Tensor  512  FMA  1024  

Tesla V100  Tensor  125 Tensor TFLOPS  P100 

 FP32 Tesla V100 Tensor  12 

 TFLOPS  P100  FP16 V100 Tensor 

 6  TFLOPS  

-  (GEMM) 

  6 

 CUDA 8  Tesla P100  CUDA 9  Tesla V100  1.8 

 7  FP16 

 FP32 Volta  Tensor  P100  9  

 

 

 6. cuBLAS  (FP32) 

相比于配备 CUDA 8 的 Tesla 

P100，单精度 (FP32) 矩阵-矩阵

乘法在配备 CUDA 9 的 Tesla 

V100 上的速度快 1.8 倍 



 GV100 GPU  
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 7. cuBLAS FP16 FP32  

Tensor  

 Tensor  4x4  

D = A B + C 

A B C  D  4x4  8  A  B  FP16  

C  D  FP16  FP32  8  

 

 

 8. Tensor  4x4  

Tensor  FP16  FP32  FP16 

 FP32  4x4x4 

 9 Tensor 

 

相比于配备 CUDA 8 的 Tesla P100 

上的 FP32 矩阵乘法，混合度矩

阵-矩阵乘法在配备 CUDA 9 的 

Tesla V100 上的速度快 9 倍 
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 9. Tensor  

 10  4x4  4x4  64 

 4x4  Tensor  Volta V100 

 Pascal Tesla P100  12  

 

 10. Pascal  Volta 4x4  

Volta Tensor  CUDA 9 C++ API  API 

 CUDA-C++  Tensor 

 CUDA  16x16  32  

 Tensor  CUDA-C++ cuBLAS  cuDNN 

 Tensor NVIDIA 

 Caffe2  MXNet  Tensor  Volta GPU 

NVIDIA  Tensor  
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L1  

Volta SM  L1 

 

 128 KB/SM  GP100 

 64 

KB /  L1  64 KB  

 NVIDIA GPU  L1 Volta GV100 L1 

Volta  L1 

 

Volta  

 GV100  L1  L1 

 CUDA Volta 

 L1 

 11  Volta  7%  

Pascal  30%  Volta L1 

 

 

 

 11. Pascal  Volta  

Volta 的 L1 数据缓存可缩小将数据保

存于共享内存（需手动调整）的应

用程序与直接访问设备内存数据的

应用程序之间的差距。 
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 GV100 L1 

 Volta GV100  L1 

 NVIDIA GPU  

GV100  

 FP32  INT32  

 FP32  INT32  Pascal GPU Volta GV100 SM  FP32 

 INT32  FP32  INT32 

 FMA Volta 

 Pascal  

 FP32  INT32 

INT32  FP32  

 

GV100 GPU  7.0  2  NVIDIA GPU  

 2. GK180 GM200 GP100  GV100  

GPU Kepler GK180 Maxwell GM200 Pascal GP100 Volta GV100 

 3.5 5.2 6.0 7.0 

/  32 32 32 32 

/SM 64 64 64 64 

/SM 2048 2048 2048 2048 

/SM 16 32 32 32 

 32 /SM 65536 65536 65536 65536 

/  65536 32768 65536 65536 

/  255 255 255 2551 

 1024 1024 1024 1024 

FP32 /SM 192 128 64 64 
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SM  FP32 

 

341 512 1024 1024 

/SM 16 KB/32 KB/ 
48 KB 

96 KB 64 KB  

96 KB 
1  SIMT  (PC)  

NVLINK  

NVLink  NVIDIA  2016  Tesla P100  Pascal GP100 GPU 

 PCIe NVLink  GPU  GPU  GPU  CPU 

 Pascal  NVLink Tesla V100 

 NVLink  GPU  CPU 

 

 

 AI  GPU 

 CPU 

 GPU 

NVIDIA  P100  V100  

DGX-1  NVLink 2016 NVIDIA  IBM  NVIDIA Pascal GPU 

 IBM Power 8+ CPU NVIDIA  IBM  Tesla V100 

 NV Link  Power 9 CPU  

 Pascal  NVLink V100  NVLink  20 GB/s  

25 GB/s  25 GB/s 

 GPU NVLink  300 GB/s

 V100  DGX-1  GPU  GPU  12  13  

GPU  GPU  GPU  CPU  

http://www.nvidia.cn/object/pascal-architecture-whitepaper-cn.html
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 NVLink  CPU  GPU  HBM2 / /

 CPU NVLink  CPU 

CPU  CPU  P100  GPU 

 NVLink  GPU  CPU NVLink 

 GPU  CPU  (ATS)  GPU  

CPU 

 14  

 NVLink  Volta  

Tensor  GPU Tesla V100  Tesla P100 GPU 

 

 

 12.  V100  DGX-1  NVLink  
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 13. V100  NVLink  GPU  GPU  GPU  CPU  

 

 14.  NVLink  



 GV100 GPU  
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HBM2  

Tesla P100  HBM2  GPU Tesla V100 

 HBM2 HBM2  GPU  

GDDR5  GPU  

Tesla V100  HBM2  HBM2  16 GB  

GPU HBM2  900 GB/s  Tesla P100 

 732 GB/s HBM2  Pascal 

 

 Tesla V100  DRAM  Tesla P100 HBM2  V100 GPU 

 Samsung HBM2  Volta 

 Pascal GP100  1.5  95%

 15  

 

 15. V100  HBM2  P100  

http://www.nvidia.cn/object/pascal-architecture-whitepaper-cn.html
http://www.nvidia.cn/object/pascal-architecture-whitepaper-cn.html
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ECC  

Tesla V100 HBM2  (SECDED)  (ECC) 

ECC 

 GPU  

HBM2  ECC  ECC 

 ECC  ECC  Tesla K40 GPU  GDDR5 

GDDR5  6.25%  ECC  V100  P100 ECC 

 32 

 ECC  ECC 32  ECC 

 32 ECC 

 

GV100  SECDED ECC  SM L1  L2 

Pascal GP100  SECDED ECC 

 

 

NVIDIA GPU  GPU  GPU  CPU  GPU 

 GPU  DMA 

 

 Volta GV100 GPU 

 GPU CPU 

 ATS  
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TESLA V100  

Tesla V100  Tesla P100  SXM2  GPU  GV100  

GP100 SXM2  NVLink  PCIe 3.0 

 V100 V100  140  x 78  GPU 

V100 300  (TDP)  

 16  Tesla V100  17  Tesla V100  18  NVIDIA 

Tesla V100 SXM2  

 

 16. Tesla V100  

 

 17. Tesla V100  
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 18. NVIDIA Tesla V100 SXM2  -  
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GV100 CUDA  

NVIDIA® CUDA®  NVIDIA  

NVIDIA GPU CUDA 

 GPU  GPU 

 CUDA  

NVIDIA CUDA  C  C++ 

CUDA 

 19  CUDA  

 

 19.  CUDA  

 

 Volta  CUDA  CUDA 
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Volta  GPU 

Volta GV100  GPU

Volta  GPU 

 

NVIDIA  GPU SIMT  

Pascal  NVIDIA GPU  SIMT  32 

Pascal  32 

 20 

 

 

 

 

 20. Pascal  GPU  SIMT  

Pascal SIMT 

Pascal 和早期 NVIDIA GPU 的 SIMT 线程束执行模型中的线程调度。大写字母代表以程序伪代码编写的语

句。线程束中离散的分支经过序列化，因此分支一侧的所有语句一起执行直至完成，然后另一侧的语句才

会执行。执行 else 语句后，线程束的线程通常将重新收敛。 
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 Pascal  

GPU  

Volta SIMT  

Volta 

 21  

 

 

 21. Volta  

Volta  GPU 

Volta 

 SIMT 

 NVIDIA GPU  SIMT 

 Volta 

 

 20  Volta  if  else 

 22  SIMT 

CUDA 

Volta 

 SIMT  

相较于 Pascal 和早期架构（顶部），Volta（底部）的独立线程调度架构块状图。Volta 会维持每个

线程的调度资源，如程序计数器 (PC) 和调用栈 (S)，而早期架构是按每个线程束来维持这些资源。 
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 22. Volta  

 22  Z

Z 

 A B X  Y 

 Z  

 CUDA 9  __syncwarp()  23 

 Z

 __syncwarp() 

 Z  __syncwarp()  Z  SIMT 

 

 

 

 23.  

通过 Volta 的独立线程调度功能，可交错执行离散分支中的语句。这可帮助执行精细的并行算法，

使线程束中的线程实现同步和通信。 
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 Volta 

 

 

 

next previous 

 lock  24  A  B  A 

 C  next  previous  

 

 

 

 24.  
 

Volta  T0  A 

 T1  T0 

 

将节点 B 插入列表以前（右侧），需获取每节点的锁（左侧）。 
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 GPU 

Volta  163,840 

  

 

 GPU  

VOLTA  

Volta  (MPS)  Volta GV100  GPU 

 GPU 

 GPU Volta MPS 

 GPU  GPU  

 Kepler GK110 GPU NVIDIA  (MPS)  MPS 

 CPU  GPU 

 GPU  

Volta MPS  MPS 

 MPS  Pascal  16  Volta  48  

25 Volta  GPU

 

 Pascal CUDA  CPU  GPU 

 GPU  GPU 

 

Volta  CUDA MPS  MPS  

GPU  Volta CPU MPS 

 MPS  
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Volta MPS  MPS  (QoS) 

 Volta  QoS  MPS  A B  C 

 25 Volta MPS  NVIDIA GPU  CUDA MPS 

 

 

 25. Pascal  MPS  Volta  MPS  

GPU Volta 

MPS  MPS  GPU 

 GPU 

 MPS  GPU 

 MPS QoS 

 MPI/HPC  

Volta 

 GPU

 GPU 

 GPU  GPU Volta MPS 
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 26.  Volta MPS 

Volta MPS  Linux  

GPU  malloc  NVIDIA GPU  CUDA MPS  GPU 

 CPU  

 

 Kepler  Maxwell GPU  CUDA 6  

Pascal GP100 GPU  

CPU  GPU  GPU 

 GPU  GPU  CPU 

Pascal GP100  GPU  CPU 

 Pascal  Pascal 

 

 Pascal GP100  CUDA  Volta GV100 

 GPU 

 NVLink  PCIe  GPU-CPU  GPU-GPU 

 CPU  Power 9 x86  

http://www.nvidia.cn/object/pascal-architecture-whitepaper-cn.html
http://www.nvidia.cn/object/pascal-architecture-whitepaper-cn.html
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Volta  (ATS)  NVLink ATS  GPU  CPU 

 GPU MMU  CPU  (ATR) CPU 

 GPU ATS  GPU  

CPU malloc  

 

CUDA 9    

CUDA 

  __syncthreads( ) 

 

 GPU 

 CUDA 

-  

 GPU  GPU 

 GPU  

 GPU  GPU 

 Pascal  Volta GPU  GPU Volta 

Volta 
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  FP16/FP32 Tensor  

  

 CUDA  API  

  

  

  

 

 

__global__ void cooperative_kernel(...) 

{ 

 

// obtain default "current thread block" group 

thread_group my_block = this_thread_block(); 

     

// subdivide into 32-thread, tiled subgroups 

// Tiled subgroups evenly partition a parent group into 

// adjacent sets of threads - in this case each one warp in size 

thread_group my_tile = tiled_partition(my_block, 32); 

 

// This operation will be performed by only the 

// first 32-thread tile of each block 

if (my_block.thread_rank() < 32) { 

… 

my_tile.sync(); 

} 

} 

 C++  API 

 PTX  CUDA C++ 

 PTX cuda-memcheck 

 CUDA 

 (RAW)  
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 27 

 

 

 27.  

 1  2 

 CUDA 

 

 

// threads update particles in parallel 

integrate<<<blocks, threads, 0, s>>>(particles); 

// Note: implicit sync between kernel launches 

// Collide each particle with others in neighborhood 

collide<<<blocks, threads, 0, s>>>(particles); 

 CUDA 

 this_grid() 

 

 

__global__ void particleSim(Particle *p, int N) { 

   

  grid_group g = this_grid(); 

  // phase 1 

  for (i = g.thread_rank(); i < N; i += g.size()) 

    integrate(p[i]); 

  g.sync() // Sync whole grid 

  // phase 2 

  for (i = g.thread_rank(); i < N; i += g.size()) 

    collide(p[i], p, N); 

} 

粒子模拟的两个阶段，带编号的箭头表示并行线程映射至粒子。请注意，集成并构建常规

网格数据结构后，内存粒子和线程映射顺序会改变，并且需要在两个阶段之间同步。 
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 GPU  this_multi_grid() 

 GPU  sync()  

GPU thread_rank() 

 

 

__global__ void particleSim(Particle *p, int N) { 

   

  multi_grid_group g = this_multi_grid(); 

  // phase 1 

  for (i = g.thread_rank(); i < N; i += g.size()) 

    integrate(p[i]); 

  g.sync() // Sync whole grid 

  // phase 2 

  for (i = g.thread_rank(); i < N; i += g.size()) 

    collide(p[i], p, N); 

} 

 GPU  cudaLaunchCooperativeKernel() 

 cudaLaunchCooperativeKernelMultiDevice() API

 GPU  

 

NVIDIA Tesla V100  Volta GV100 GPU  GPU 

V100  AI HPC 

 

Volta  GPU  GV100  100 TFLOPS 

GV100  CUDA  Tensor  GPU  AI 

 NVIDIA NVLink  300 GB/s  V100 GPU

 Tesla V100 

 AI  NVIDIA Tesla V100 

AI  
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 A  

 TESLA V100  NVIDIA DGX-1 

NVIDIA DGX-1  28 

 

 

 

 28. NVIDIA DGX-1  

2016  NVIDIA  DGX-1  8  NVIDIA Tesla P100 GPU  

NVIDIA NVLink  P100  DGX-1  CPU  100 Gb 

InfiniBand  170 FP16 

TFLOPS NVIDIA DGX-1  AI  

Tesla P100  DGX-1  

DGX-1  3U /

 

http://www.nvidia.cn/object/dgx-1-system-architecture-whitepaper-cn.html


 A  

 Tesla V100  NVIDIA DGX-1 
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 NVIDIA Tesla V100 NVIDIA  DGX-1  SKU  

NVLink  NVIDIA Tesla V100 GPU  Tesla V100  DGX-1 

 960 Tensor TFLOPS  29  

 

 29.  GP100 DGX-1  3  

NVIDIA DGX-1  

NVIDIA DGX-1 

NVIDIA DGX-1 

 AI  3  NVIDIA DGX-1  

 3. NVIDIA DGX-1  

 DGX-1 (Tesla P100) DGX-1 (Tesla V100) 

GPU 8  Tesla P100 GPU 8  Tesla V100 GPU 

TFLOPS 170 (GPU FP16) + 3 (CPU FP32) 1 (GPU Tensor PFLOP) + 3 (CPU FP32) 

GPU   GPU 16 GB 

 DGX-1  128 GB 

 GPU 16 GB 

 DGX-1  128 GB 

CPU  20  Intel® Xeon® E5-2698 v4 

2.2 GHz 

 20  Intel® Xeon® E5-2698 v4 2.2 

GHz 

FP32 CUDA  28,672 40,960 

Tensor  -- 5120 

  512MB  2133 MHz DDR4 

LRDIMM 

 512MB 2133 MHz DDR4 

LRDIMM 

 4  1.92TB SSD RAID 0 4  1.92TB SSD RAID 0 
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  10 GbE 4 IB EDR  10 GbE 4 IB EDR 

 60  60  

 866 x 444 x 131

( ) 

866 x 444 x 131 (

) 

 1180 x 730 x 284

 

1180 x 730 x 284

 

 3200 W  1600 W 

3+1 200-240 

V(ac) 10 A 

3200 W  1600 W 

3+1 200-240 V(ac)

10 A 

 10 - 35 C 10 - 35 C 

DGX-1  

 DGX-1 

 DGX-1 

 

 SDK  NVIDIA Docker  NVIDIA  DGX 2

 

DGX-1 NVIDIA DIGITS 

 NVIDIA CUDA  

 

  

libc cuDNN  

  DGX 

 

 

 

  

                                                            
2 容器注册表服务由 NVIDIA 提供. 请参阅：http://docs.nvidia.com/dgx/dgx-registry-guide/ 

http://docs.nvidia.com/dgx/dgx-registry-guide/
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 CUDA Toolkit  DGX-1  

GPU  30  DGX-1  

 

 

 

 30. NVIDIA DGX-1  

 

NVIDIA DGX-1 

 GPU 
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 B  

NVIDIA DGX  - 

 AI  

NVIDIA DGX Station   400  

CPU  

31 DGX  NVIDIA Volta  Tesla V100 

GPU  500 Tensor TFLOPS  

 GPU DGX  3 

 3 DGX  Tesla V100 GPU  NVIDIA  NVLink 

 PCIe IO  

 

 

 31.  Tesla V100  DGX Station 



 B  

NVIDIA DGX  -  AI  
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 32  Tesla V100  DGX Tesla V100  CPU 

 473  4  DGX  

 

 

 32. NVIDIA DGX  47  

 

 4. DGX  

 DGX  

GPU  NVLink  4 NVIDIA Tesla V100 

TFLOPS 500 Tensor TFLOPS 15.7 FP32 TFLOPS 

Tensor  2560 

CPU  E5-2698 v4 2.2 GHz 20  

 256 GB LRDIMM DDR4 

 3  1.92 TB SSD RAID 0 

1  1.92 TB SSD 

 Dual 10 Gb LAN 

 3  DisplayPort  

 < 35 dB 

 40  

 518 x 256 x 639 

 

 1500 W 

 10⁰C - 30⁰C 

 Ubuntu  Linux  

                                                            
3 Workload: ResNet50, 90 epochs to solution | CPU Server: Dual Xeon E5-2699 v4, 2.6GHz 



 B  

NVIDIA DGX  -  AI  
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NVIDIA DGX  DGX 

 NVIDIA 

 NVIDIA DIGITS NVIDIA 

 SDK  cuDNN cuBLAS CUDA  GPU  NCCL  

NVIDIA  

 DGX  

NVIDIA Docker  NVIDIA 

 DGX 

 DGX-1  NVIDIA  

 NVIDIA 

 

 AI  

NVIDIA DGX  AI 

 

DGX  

  

  NVIDIA  

  

  

  

DGX  NVIDIA  

 NVIDIA DGX   https://www.nvidia.cn/dgx-station 

https://www.nvidia.com/zh-cn/data-center/dgx-station/
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 C  

 GPU  

 GPU  (DNN) 

 GPU 
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 GPU  
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 33.  



 C  

 GPU  
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 x1  x4  x1  x2

 

 33 

 

DNN 

 ATM  Facebook  Netflix 

 

 34 

 

 34 

 

A7  

 5 5  7 7  11 11

 



 C  

 GPU  
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Unsupervised Learning Hierarchical Representations with Convolutional Deep Brief Networks

ICML 2009 & Comm ACM 2011 Honglak Lee Roger Grosse Rajesh Ranganath  Andrew Ng  

 34.  
 

 DNN 

 DNN 

 DNN  (CNN)  

NVIDIA GPU  

 DNN  CNN 

DNN 

 

GPU 

 CPU 

 GPU  CPU 

GPU  
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 GPU  
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TFLOPS  GPU

 

 

 35  

 GPU  NVIDIA Fermi  

Kepler GPU  (FP32) 

 HPC  FMA  FP32 

 FP64  

 

 

 35.  

 FP16 

 FP32  FP16 

4 

 FP32  FP64  FP16 

 NVIDIA Pascal GPU  FP32  FP16 

 2  FP16  FP32  

                                                            
4 https://arxiv.org/abs/1412.7024 

https://arxiv.org/abs/1412.7024
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 36  

 FP16  FP32 5  FP32 

 Pascal GPU  Tegra X1 SoC  FP16 6  2 

 8  (INT8) 

 

 

 36.  

NVIDIA  Pascal GP100  FP16 

 Pascal  GPU  NVIDIA Tesla P40  NVIDIA Tesla P4  INT8 

 

 Pascal GP100  Tesla P100  21.2 TFLOPS  FP16  INT8  

NVIDIA Tesla P40  GPU  48 INT8 TOPS 

Volta  Tensor 

 125 TFLOPS  

 

                                                            
5 https://arxiv.org/pdf/1502.02551.pdf 
6 https://www.nvidia.com/content/tegra/embedded-systems/pdf/jetson_tx1_whitepaper.pdf 

https://arxiv.org/pdf/1502.02551.pdf
https://www.nvidia.com/content/tegra/embedded-systems/pdf/jetson_tx1_whitepaper.pdf
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AI 

NVIDIA CUDA NVIDIA 

NVIDIA DIGITS cuDNN cuBLAS 

 (SDK)  GPU 

 

 PC OEM

 Amazon Google IBM Facebook  

Microsoft  NVIDIA GPU  AI  

NVIDIA GPU  

AI  GPU  

NVIDIA  GPU  DNN 

GeForce  PC Tesla Jetson 

DRIVE PX 2  GPU  37  

 

 37.  

Google Facebook  Microsoft  NVIDIA GPU  AI 

AI 
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 AI 

 NVIDIA  13  19000 

 38  

 Facebook Google  Microsoft  AI 

 

 

 38.  NVIDIA  

 

NVIDIA  NVIDIA DRIVE PX 2 NVIDIA 

DriveWorks  NVIDIA DriveNet  39

 AI 
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 39. NVIDIA DriveNet 

 

 FANUC 

 GPU 

 Preferred Networks Japan 

Seeks Tech Revival with Artificial Intelligence

 

 2017  5  GTC NVIDIA  AI 

 Isaac Isaac 

Isaac 

Isaac  Epic Games  Unreal Engine 4 

 NVIDIA  

借助 NVIDIA DriveNet，Daimler 将车辆的环境感知性

能推进到更接近人类表现的水平，大大超出典型的

计算机视觉性能。 

NVIDIA 工程师使用合作伙伴奥迪提供的数据集，快

速训练了 NVIDIA DriveNet，在雨雪极端困难环境中

检测车辆。 
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Deep Genomics  GPU Arterys 

 GPU  GE Healthcare MRI 

Enlitic 

 

 GPU  DNN 

 

 AI GPU  AI 
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